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• Cisco AI-Ready Data Center
• The value of the Cisco & Red Hat Partnership
• Call to Action



Red Hat Summit Connect 2024

By the end of this session…
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“It's time to simplify AI infrastructure and operations” – Cisco System

• Become familiar with the Cisco AI-Ready Data Center
• Understand the different options available within AI PODs
• Know the value of the Cisco & Red Hat Solution
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Cisco & Red Hat Go-to-Market Solutions 
Backed by Cisco Validated Design and Solution Support
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“It's time to simplify AI infrastructure and operations” – Cisco System

Helping our customer with 

Cisco Validated Designs that 
provide alternative 
virtualization technologies as 

they struggle with the current 
disruption in the virtualization 

marketplace

We provide AI-ready 

infrastructure based on Cisco 
Validate Designs, allowing 
our customers to quickly and 

confidently order, build, and 
deploy full-stack AI solutions.

Harness the power of edge 

workloads with the new 
purpose-built edge 
infrastructure running the 

industry leading container 
platform.  All managed at 

scale from the cloud

Application Platform 
Modernization

AL Ready 
Infrastructure

Edge Workload 
Platforms

EdgeAI ReadyVM Options
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Calculating AI Cost
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AI Costs Stack Up

Initial Roll Out Cost 

Deployment

Talent

Software/Licenses

Infrastructure

Ongoing Costs 

Experimentation

Environmental Costs

Data Maintenance

Compliance

Model Maintenance

Usage Costs

Typical IT

Unique to AI

“Cost estimates can go awry by
500% - 1000%” - Gartner

2024 20302027
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Low

C ost

O ngo i ng

E xper im en t a t i

on

I ni t i a l  Ro l l  Ou t

Unique to AI

Source: AI Success depends on the CFO not IT | Gartner Finance Keynote
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Generative AI – Full Stack Systems 
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“It's time to simplify AI infrastructure and operations” – Cisco System

D A T A  S C I E N T I S T

N E T O P S  |  C O M P U T E  |  S T O R A G E

Network Fabric

Accelerated Compute CPUGPU

SharedDedicated

U S E RD A T A  E N G I N E E R

Data Preparation Prompt

Response

Use the Mode
Inferencing

Optimize the Model
Fine tuning, RAG, agents

Build the Model
Training
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Generative AI – Full Stack Systems 
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“It's time to simplify AI infrastructure and operations” – Cisco System

Infrastructure Management and Automation

D E V O P S

P L A T F O R M

S E C O P S

D A T A  S C I E N T I S T

N E T O P S  |  C O M P U T E  |  S T O R A G E

Virtualization and Kubernetes

AI Frameworks and Tooling

Network Fabric

Accelerated Compute CPUGPU

SharedDedicated
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D A T A  S C I E N T I S T

U S E RD A T A  E N G I N E E R

Data Preparation Prompt
Use the Mode

Inferencing
Optimize the Model

Fine tuning, RAG, agents

Build the Model
Training

M L  O P SD A T A  E N G I N E E R
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Solutions to Simplify and Automate AI Infrastructure
Cisco Validated Designs for the Data Center
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NVIDIA AI Enterprise MLOps with Red Hat 
OpenShift AI

GPT-in-a-Box with Cisco 
Compute Hyperconverged 

Gen AI Inferencing with 
RedHat OpenShift AI with 

Intel AI Enterprise

CONVERGED 
INFRASTRUCTURE

GPU/CPU

T AI L O R E D  T O  
S P E C I F I C  U S E  C A S E S

M L O P S G E N  AI  M O D E L I N G A I  N E T W OR K I N G D E P L O Y M E N T  PL A Y B OO K S

Gen-AI with 
Cloudera 

Data Platform

Generative models 
(GANs, VAEs)

Computer vision models 
(ResNet, EfficientNet, YOLO)

Large language models
(GPT3, BERT, T5)

Blueprint for AI Networking on 
Nexus 9000 and Nexus 

Dashboard

Nexus 9000, Cisco Optics and 
Intel Gaudi 2

N E W  
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Every organization’s 
AI approach and needs 

are different
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“It's time to simplify AI infrastructure and operations” – Cisco System

Optimize the model
Fine-tuning and RAG

Use the model
Inferencing

Model the world
Digital twin

Build the model
Training
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Generative AI is a Spectrum
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“It's time to simplify AI infrastructure and operations” – Cisco System

Optimize the Model
Pre-trained models, RAG, and fine tuning

4-8 GPU Nodes
Ethernet

Use the Model
Pre-trained models

2 GPU Nodes
Ethernet

Build the Model
Custom foundation models or extensive fine tuning

100, 1,000, 10,000 GPU Clusters
InfiniBand or Ethernet

In
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eq
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ts

Cost

I N FE R EN C IN G
Pre-trained Models

I N F E R EN C IN G
as-a-Service

I N FE R EN C IN G
Moderate

T R A IN I N G
Moderate 

H Y P E RS CA L E
Training/Inferencing

L A R G E EN T E R P R IS E
Training/Inferencing

Most GenAI projects are here
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Every organization’s 
AI approach and needs 

are different
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“It's time to simplify AI infrastructure and operations” – Cisco System

Optimize the model
Fine-tuning and RAG

Use the model
Inferencing

Build the model
Training
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Introducing Cisco 
UCS C885A
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“It's time to simplify AI infrastructure and operations” – Cisco System

UCS Accelerated 

UCS C885A M8

Nvidia HGX with

8 Nvidia H100/H200 GPUs 

AMD Mi300X

2 AMD 4th Gen

EPYC Processors

Building high-density
GPU servers to the Cisco UCS 
family and to Cisco’s AI 
solution portfolio

Discover data-intensive use cases

like model training and deep learning
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Every organization’s 
AI approach and needs 

are different

“It's time to simplify AI infrastructure and operations” – Cisco System

Optimize the model
Fine-tuning and RAG

Use the model
Inferencing

Build the model
Training
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Introducing Cisco 
AI PODS
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“It's time to simplify AI infrastructure and operations” – Cisco System

E X T E N D T O  C O N V E R GE D 
A N D  H Y P E R C O N V E R GE D

L A N  A N D S A N  N E T W O RK I NG

A C C E L E R A T E D CO M P U T E

K UB E R N E T E S

O P E R A T I O NS

UCS

NEXUS

A U T O M A T IO N A I  T O O L I NG

INTERSIGHT &
NEXUS DASHBOARD

NVAIE | NIMS

Cisco AI-Ready Infrastructure Stacks

AI PODs

A D V A N C E D  S E R V I C E S

Faster time to value with 
pre-configured bundles

AI Advisor tool for 
configuration guidance

Fully supported stack 
including Cisco and 3rd party 
components

Deploy AI with 
confidence

Orderable, validated AI-
Ready infrastructure 
stacks

C O M I N G  S O O N
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AI PODs T-Shirts
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“It's time to simplify AI infrastructure and operations” – Cisco System

1x x210C compute node

2x Intel 5th Gen 6548Y+

512 GB system memory

2x 1.6 NVMe drives

1x x440p PCIe

1x NVIDIA L40s

2x x210C compute nodes

4x Intel 5th Gen 6548Y+

1 TB system memory

4x 1.6 NVMe drives

2x x440p PCIe

4x NVIDIA L40s

Typical use case

POD specifications

Performance and Scale

Scale Out for 
Large Deployments

Multi-Model Deployments
High Concurrency

Data Center and Edge 
Inferencing

RAG Augmented 
Inferencing

Contextual Accuracy

Scale Up for High 
Performance
Expanded Context

(Llama-2 7B GPT 2B) (Llama-2 13B OPT 13B) (Code Llama 34B Falcon 40B)Sizing example

2x x210C compute nodes

4x Intel 5th Gen 6548Y+

1 TB system memory

4x 1.6 NVMe drives

2x x440p PCIe

4x NVIDIA H100 NVL

4x x210C compute nodes

8x Intel 5th Gen 6548Y+

4 TB system memory

8x 1.6 NVMe drives

4x x440p PCIe

8x NVIDIA L40s

PID U C S X - A I - E D G E U C S X - A I - R A G U C S X - A I - L A R G E R A G U C S X - A I - L A R G E I N F
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Every organization’s 
AI approach and needs 

are different
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“It's time to simplify AI infrastructure and operations” – Cisco System

Optimize the model
Fine-tuning and RAG

Use the model
Inferencing

Build the model
Training
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Inferencing at the Edge

“It's time to simplify AI infrastructure and operations” – Cisco System

Cisco Intersight®

N V A I E |  N I M

• Reduce latency for real-time processing 
and responses

• Enhanced privacy and security by keeping 
data local

• Gain operational reliability even with 
intermittent connectivity outages

• Boost energy efficiency, especially for IoT 
devices

UCS 
X-Series 
Direct

AI at the edge

Security and facilities

Industrial automation

In-store analytics

Energy management

IoT

Patient monitoring

UCSX Direct
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Cisco AI Pods Benefits
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Simplified 

Purchasing 

Experience

Seamless 

Deployment 

and Integration

Efficient and 

Scalable 

Operations1 2 3
Deploying AI infrastructure is 
straightforward with Cisco AI Pods, thanks 
to their compatibility with existing storage, 
networking, and management systems. Pre-
configured AI software, automated 
deployment tools, policy-based 
orchestration, and strong security measures 
ensure that AI solutions are deployed 
quickly and securely. Partnerships with 
ecosystem players further enhance 
deployment flexibility and support.

Cisco AI Pods make ongoing operations 
easy by automating resource management 
and providing comprehensive monitoring 
and alert systems. These solutions are 
designed to integrate smoothly with 
existing IT environments, support DevOps 
and MLOps practices, and offer robust 
backup and recovery options. This approach 
ensures high performance, scalability, and 
cost-effective AI operations from initial 
deployment through to scaling and 
optimization.

Cisco AI Pods are designed to be easy to 
purchase for both sellers and customers. 
With pre-configured bundles based on 
validated designs, tailored to specific use 
cases, and available through trusted 
partners, the buying process is streamlined. 
These ready-to-deploy solutions come with 
clear AI infrastructure sizing and real-world 
examples to help customers choose the best 
fit for their needs.
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Cisco + RedHat Partnership
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“It's time to simplify AI infrastructure and operations” – Cisco System

Increased 
sustainability

Operate across hybrid 
multicloud

More choice and 
flexibility

Consistent app dev 
experience 

20+ Cisco Validated 
Designs

Joint 
Solutions

platform built on open-source 
innovation

with turnkey experience and 
integrated automation

For VMs and C

Simplified Operations and Support

Reduced Risk
Accelerated time to value

Open Cloud Infrastructure 

Bare metal and virtual 

Red Hat OpenShift K8S​

Red Hat OpenShift AI​

Red Hat Ansible Automation

Red Hat Enterprise Linux​

Cisco UCS Series

Cisco Intersight

Cisco Nexus Series

Cisco Nexus Dashboard

Cisco validated designs 

with Cloud managed infrastructure and Cisco 
Solution Support across Red Hat on 
converged infrastructure stacks

with Cisco Validated Designs, 
delivering tested architectures for 
standardized, repeatable 
deployments. 
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Cisco Validated Design with Red Hat

“It's time to simplify AI infrastructure and operations” – Cisco System

& Red Hat OpenShift is now supported on bare metal UCS/UCSX 
servers! Cisco CVD’s will no longer require VMware to remove 
layers and simplify our solutions.

Just released:

• Flexpod Datacenter with Red Hat OpenShift Bare Metal

• More OpenShift on bare metal CVD’s coming soon:

• FlexPod with OpenShift Virtualization
• FlexPod with OpenShift AI

• FlashStack with OpenShift Virtualization
• FlashStack with OpenShift AI

• Datacenter Cisco Validated Design Center

https://www.cisco.com/c/en/us/td/docs/unified_computing/ucs/UCS_CVDs/flexpod_rh_ocp_bm_xseries.html
https://www.cisco.com/c/en/us/solutions/design-zone/data-center-design-guides/data-center-design-guides-all.html


Q&A



Thank you
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