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From Zero to Hero - Redis RAG Architecture
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OpenShift and Redis Enterprise

Infrastructure
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OpenShift and Redis Enterprise

Redis Enterprise
Cluster Custom
Resources

Cluster
Secret

Redis Enterprise deployment on Kubernetes through the Operator

Infrastructure
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OpenShift and Redis Enterprise

@

Certified enterprise ready

About certification

Highlights

© Runs on OpenShift
© Certified operators
@ Fully containerized
© Vendor supported

& Vulnerability scans

Redis Enterprise native Integration in OpenShift

Infrastructure

Redis Enterprise Software | o

By Redis Enterprise

Free trial

A real-time data platform with high performance caching. The best version of the most loved
database in the world. Combine your caching layer with a real-time database to provide
instantaneous access to API responses, session data, and DBMS data.

Contact sales G

Software version Runs on Delivery method
7.4 OpensShift 4.6 - 4.18 Operator
Overview Documentation Pricing Help

A robust, in-memory database platform built by the same people who develop open source Redis. It maintains the
simplicity and high performance of Redis and adds many enterprise-grade capabilities for companies running their
business in the cloud, on-prem and hybrid models. Redis Enterprise provides customers real-time performance with
linear scaling to hundreds of millions of operations per second while providing local latency in a global Active-Active
deployment with 99.999% uptime.

Redles ‘ & RedHat
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OpenShift and Redis Enterprise

Macro components: Application, Model, Vector database

All LLMs are models, but not all models are LLMs.
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OpenShift and Redis Enterprise

Retrieval Augmented Generation

Architecture

Parameter

Training Data

Macro components: Application, Model, Vector database

All LLMs are models, but not all models are LLMs.

Version

Output

Performance metrics

Inference Speed
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Infrastructure

Platform

services

Hardware
accelerators

Deploy anywhere

OpenShift - Enterprise Kubernetes Distribution.

OpenShift

Red Hat
OpenShift
GPU support
= c £ ! oY
Bare metal Virtualization Cloud Cloud (Secured) Edge

‘ RedHat



Infrastructure

Al/ML platform

Platform
services

Hardware
accelerators

Deploy anywhere

OpenShift - Enterprise Kubernetes Distribution.

OpenShift Al

Gather and prepare
data

Develop or tune model integrate models
in app dev

Model monitoring
and management

Red Hat | Model development ‘ ‘ Model serving ‘ Model monitoring
OpenShift Al 1T
Distributed workflows ‘ Data & model pipelines
& RedHat
OpenShift
GPU support
= oo D " o
Bare metal Virtualization Cloud Cloud (Secured) Edge

OpenShift Al - MLOps platform managing models life cycle.
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Al/ML Platform

Upstream projects

°»RAY  (CodeFlare
ModelMesh /

e

O PyTO rCh Kubeflow
TensorFlow @

s

Jupyter ﬁ

N TrustyAl

= tion by [ ibm-granite
Granite Code Models (@}
We release both the base pretra ihed and inetruct modets Instu:_/t—Lab

OpenShift - Enterprise Kubernetes Distribution.

OpenShift Al - MLOps platform managing models life cycle.

o

OpenShift Al

Community projects

DATA HUB

Al Platform powered by Open Source

‘ RedHat

OpenShift Al

& RedHat

Enterprise
Linux Al
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Red Hat OpenShift Al

Model development

%’ Bring your own models or customize Granite models to your
use case with your data. Supports integration of multiple
Al/ML libraries, frameworks, and runtimes.

‘ RedHat
OpenShift Al é@ Model serving and monitoring

Deploy models across any OpenShift footprint and centrally
monitor their performance.

Integrated Al platform
Create and deliver gen Al and predictive Lifecycle management
models at scale across hybrid cloud % Expand DevOps practices to MLOps to manage the entire

environments. Al/ML lifecycle.

Resource optimization and management

X

Scale to meet workload demands of gen Al and predictive

1000 .
models. Share resources, projects, and models across

Available as .
A environments.
18 e Fully managed cloud service

e Traditional software product on-site or in the cloud! ‘ Red Hat



Red Hat OpenShift Al - Model serving

Make model serving more flexible and transparent

» Use model-serving user interface (Ul)
integrated within product dashboard and projects workspace

)—' » Serve models
4 from providers like Hugging Face and Stability Al or Granite models

Support a variety of model frameworks

including TensorFlow, PyTorch, and ONNX

% » Choose inference servers

7 either out-of-the-box options optimized for model types
or your own custom inference server

N
3l i

» Scale cluster resources
up or down as your workload requires
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Red Hat OpenShift Al - Model serving

Select the required

resources and

scale model serving
as needed

Make your model
public and secure

Serve, scale, and monitor your models

Configure model server
Model server replicas
Number of model server replicas to deploy
- 1+
Compute resources per replica
Model server size
Small
Model route
Make deployed available via an external route

Token authorization

[J Require token authentication

Deploy model

Configure properties for deploying your model

Project

modelserving-test
Name *

myModel

Model framework
onnx -1
Model location
@ Existing data connection
Name
storage-config
Folder path
onnx/road_conditions.onnx

O New data connection

Deploy Cancel

Models and model servers Deploy mode

Type

ovms

Model name T

myModel ®

Deployed models Tokens

1 Tokens disabled

Inference endpoint Status

https://mymodel-modelserving-test.apps.pilot.j6lu.pl.openshiftapps.com/v2/models/mymodel/infer U] o

Select your model
framework

View your
deployed model
fleet endpoints

& RedHat
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Red Hat OpenShift Al - Model monitoring

Model performance metrics

demo-loan-nn-onnx-alpha metrics

Access a range of model performance metrics
to build your own visualizations or integrate
data with other observability services

» QOut-of-the-box visualizations for performance

and operations metrics



Red Hat OpenShift Al - Data Science Pipelines

Data science pipelines component

fol[e 0.
1Ol . Q . ‘L,O
Gather data Process data Train model
— )
— G
I . [
Compare new Push new model
\l/ model with existing if better
Download
existing model
» Continuously deliver and test models in production » Orchestrate data science tasks into pipelines
» Schedule, track, and manage pipeline runs » Chain together processes like data prep, build models,

. o : ) and serve models
» Easily build pipelines using graphical front end

» Data science pipelines are based on upstream
Kubeflow pipelines
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Red Hat OpenShift Al - Data Science Pipelines

Red Hat OpenShift data science pipelines user interface

Train a new mode| c Running ......................................................................

(') model_gra...

iy —— The OpenShift Al user
interface enables you to
track and manage pipelines
alal|=x]: and pipeline runs.

Details Run output

Name Train a new model

Pipeline train_new_modell

Project Robert Serving Test

Run ID eca2addc-f601-49b3-8ecd-6534114906e7
Workflow name train-new-modell-eca2a



Red Hat OpenShift Al - Components

Red Hat OpenShift Al

S

Object storage
(OpenShift Data Foundation, IBM Storage, AWS S3, etc)

Workbench container images Projects/Workbenches Data Science Pipelines Model Serving/Monitoring
Deps and Libs: CUDA, Pandas... Data Deployed model
connection P v v
b Larn © PyTorch ___, Workbench w 'j/k A Runtimes
t ‘ y Pod - g (-S’.) ®penVIN® 0
Cluster Elyra Pipeline “NVIDIA Triton Prometheus
Base Image: ﬁ o = Storage TGIS Caikit
Jupyter
Python31m e [0‘ Kubeflow notebook controller Kubeflow pipelines @ KServe
Kubeflow
W Red Hat OpenShift Al Operator . .o, RedHat OpenShift Red Hat OpenShift .« RedHat OpenShift
. SANVIDIA. GPU Operator & Pipelines Operator $ Service Mesh Operator %22 Serverless Operator
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Overview of Red Hat OpenShift Al

OpenShift Al components
l

Gather and preparedata 3 o 2

Develop models Deploy models in Model monitoring

an application and management
‘ watsonx :
. ¢ Starburst |
ISV software and cloud services . e | D ‘ @P enVIN®
ANACONDA
Pachyderm
RedH
& RedHat ' -2 e O::n;ffift Al
Red Hat software and Application Foundations weyter O PyTorch
cloud services ‘ E:glr-':rii:se Distributed Model perf:
. q a A odel perrormance
streD:r;aing Integration Linux Al workloads Model serving Data science pipelines mgnitoring
& RedHat RedHat
Eir:f;p”se ‘ OpenShift

Red Hat on-premise and Accelerators: NVIDIA. AMDZ1

cloud platform

On-premise, cloud or edge infrastructure

25
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OpenShift and Redis Enterprise

Macro components: Application, Model, Vector database

All LLMs are models, but not all models are LLMs.
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Key Concepts
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Redis Enterprise for Al

Macro components: Application, Model, Vector database
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Redis Enterprise for Al

Retrieval Augmented Generation
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Redis Enterprise for Al

Retrieval Augmented Generation

Store
Embeddings

—_—

Macro components: Application, Model, Vector database

Context Retrieval

Query
Vector

User Question

Which country won the most gold medals
at the 2020 Summer Olympics?

TopK Relevant “Contexts”

Given the context below, answer the
questions. If you don’t know the
answer, just say you don’t know:

Question:
Which country won the most gold
medals at the 2020 Summer Olympics?

Context:
{context}



Redis Enterprise for Al

Retrieval Augmented Generation

Question & Answering

Lemmmmmm e
\\

Q&A Reference Architecture

RAW @

Raw Documents OpenAl Embeddings N
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Macro components: Application, Model, Vector database

OpenAl Embeddings

|

Vector Database

Ask Qu

Find Relevant Documents

Construc

I |

estion % N\

|

Answer Question

t Prompt @

OpenAl Generation /

Semantic Search Layer

‘ & RedHat
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Redis Enterprise for Al

Macro components: Application, Model, Vector database

Retrieval Augmented Generation
LLM Conversion Memory

3. Get Al Response
1. User input\

4. Embed Conversion
History

2. Find TopK Relevant “Memories™

Application J

5. Store Embedding

LLM

& RedHat



Redis Enterprise for Al

Retrieval Augmented Generation
Semantic Caching

A

A

Return Cached Tell me a fun
Response joke?

:

Check Semantic Cache

Application

?

Invoke LLM API
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Redis Enterprise for Al

Retrieval Augmented Generation

000 ’
[ Wal
User —

{/}

/N

Service

Macro components: Application, Model, Vector database

/ Semantic cache

[ Enhanced prompt ]

Ve

9

LLM memory Agentic memory

~

¥

Vector database\

-

Long-term memory

I

Copilot
Al agent

J
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Advantages

Retrieval Augmented Generation

Accurate
Less hallucinations

~

\_
-

\_

Secure
Respects user level CRUD
privileges

J
~

-

J

Macro components: Application, Model, Vector database

Transparent
Allows quotation/citation

~

\_
-

\_

Cost effective
Smaller and more efficient
models

J
~

4 )

Up to date

Knowledge without model
training

J

\_ J
4 )

Standard models
Standardized models keeping
differentiation

\_ J

Realts
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Advantages

Retrieval Augmented Generation
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