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The Beating 
Heart of 
Enterprise Open 
Source
Together, Red Hat and Intel 
provide agile, cloud-ready 
network architectures based 
on high-performance, 
industry-standard platforms 
and open, software-defined 
infrastructure.

25 years in 
partnership

Solutions 
optimized 

through joint 
roadmaps

Top contributor to 
Linux kernel and 

open source

Intel and Red Hat: Leaders in Open Technology

https://www.intel.com/content/www/us/en/partner/showcase/redhat/overview.html


The AI pipeline runs on Intel

3

Database, data warehouse, data lake, streaming date, feature store, and model registry

Source:
1 Based on Intel market modeling of the worldwide installed base of data center servers running AI Inference workloads as of December 2022.

Train

For feature creation, model selection, 

training, validation, and evaluation.

Deploy

For model optimization, packaging, 

endpoint config, performance 

monitoring, and model serving.

Data

For data collection, ingestion, analysis, 

cleanup, labelling, validation, 

preparation, and transformation.

Intel Xeon’s large memory and fast cores excel 

running machine learning workloads. Intel Gaudi 

accelerator are well-suited for deep learning and 

Intel Xeon’s built-in AI capabilities deliver 

compelling TCO.

⅔ of data center inferring is run 

on Intel Xeon Processors1.

The majority of data prep already happens 

on Intel Xeon processors.
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RETRIEVAL AUGMENTED GENERATION (RAG)
Open Ecosystem to accelerate Enterprise GenAI Deployments

Rapidly Evolving and  DisruptiveMature, More Secure and Confidential
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Come try: Preview access to Intel® Gaudi® 
Accelerators on Intel® Tiber™ AI Cloud

Come visit: OPEA-based Retrieval Augmented Generation 
(RAG) on Intel® Gaudi with OpenShift AI tech session
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